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Introduction 
The increased models resolution in the development of comprehensive Earth System Models is rapidly leading to very 
large climate simulations output that pose significant scientific data management challenges in terms of data sharing, 
processing, analysis, visualization, preservation, curation, and archiving 1 , 2 , 3 . In this domain, large scale global 
experiments for climate model intercomparison (CMIP4) have led to the development of the Earth System Grid 
Federation (ESGF5), a federated data infrastructure involving a large set of data providers/modelling centres around the 
globe, which includes the European contribution - regarding the ENES6 community – through the IS-ENES project.  
From an infrastructural standpoint, ESGF provides a production-level support for search & discovery, browsing and 
access to climate simulation data and observational data products. ESGF has been serving the Coupled Model 
Intercomparison Project Phase 5 (CMIP5) experiment, providing access to 2.5PB of data for the IPCC7 AR58, based on 
consistent metadata catalogues. In such a context, running a climate model intercomparison data analysis experiment is 
very challenging, as it requires the availability of large amount of data (multi-terabyte order) related to multiple climate 
models simulations as well as scientific data management tools for large-scale data analytics.  
This paper presents (i) key challenges regarding large-scale climate data analysis, (ii) a paradigm shift for the climate 
change community towards the exascale era with a strong focus on data intensive facilities, high performance analytics, 
and server-side approaches, and (iii) a real testbed across US and Europe (in the context of the H2020 INDIGO-
DataCloud project) joining HPC, Cloud and Big Data into a novel Platform-as-a-Service (PaaS) architecture serving 
multiple research communities and in particular, for the climate change one, addressing current challenges, issues and 
requirements related to the multi-model ensemble analysis of CMIP5 data. 
 
Key issues and challenges regarding climate data analysis 
Presently, ESGF provides a large-scale, geographically distributed, data-sharing infrastructure. In the current 
environment, the setup of a data analysis experiment requires that all the needed climate datasets must be downloaded 
from the related ESGF data nodes on the end-user’s local machine. Such a preparatory step represents a strong barrier 
for climate scientists, as the data download can take (depending on the amount of data needed by the experiment, i.e a 
multi-model experiment) a significant amount of time. Moreover, the client-side nature of the current approach requires 
end-users to have system management/ICT skills to install and update all the needed data analysis tools/libraries on 
their local machines. Yet, another point relates to the complexity of the data analysis process itself and the need for end-
to-end workflow support solutions; indeed, analysing large datasets involves running tens/hundreds of analytics 
operators in a coordinated fashion. This is usually done via scripts (e.g. bash) on the client side (instead of workflow 
tools) and requires climate scientists to take care of, implement and replicate workflow-like control logic aspects (which 
are error-prone too) in their scripts, along with the expected application-level part. Finally, the large volumes of data 
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and the strong I/O requirements pose additional challenges related to performance, which requires a substantial re-
design effort at the storage level both in terms of I/O interfaces and physical storage layout to address current issues.  
 
A paradigm shift for data analysis to face the exabyte era 
The issues mentioned in the previous section are going to get worse and unmanageable in the exabyte era. To address 
and overcome them, a paradigm shift must be envisioned. A different approach based on (i) data-intensive facilities 
running high-performance analytics frameworks jointly with (ii) server-side analysis capabilities, should to be explored.  
Data intensive facilities (representing the counterpart to the HPC eco-system for climate models simulations) close to 
the different storage hierarchies will be needed to address high-performance scientific data management. On top of 
them, parallel applications and in-situ and in-transit frameworks9 for big data analysis (exploiting MPI, OpenMP, 
MapReduce paradigms as well as machine/deep learning new techniques for features detection/extraction) should 
provide a new generation of “tools” for climate scientists. In such a landscape joining HPC and big data, deep learning 
methods and cloud technologies could help on deploying in a flexible and dynamic manner analytics applications/tools 
as containers or virtual machines, thus enabling highly scalable and elastic scenarios in both private clouds and cluster 
environments.  
Server-side approaches will intrinsically and drastically reduce data movement. Download will only relate to the final 
results of an analysis (e.g., images, maps, reports and summaries typically megabytes or even kilobytes). Such an 
approach would strongly reduce the amount of data downloaded on the client side as well as the complexity related to 
the analysis software to be installed on client machines. Moreover, as server-side approaches will benefit from data 
locality, the geographic datasets distribution will require specific tools or frameworks to orchestrate multi-site 
experiments to support multi-model ensemble analysis experiments. So, end-to-end systems will be needed to handle 
such kind of aspects. Yet, server-side approaches will also spur development of new client software like visualization 
tools, decoupling the front-end aspects about data presentation, from the back-end ones about data analysis. Moreover, 
they will also enable managing raw data, intermediate products, final outputs, workflows, lineage information and users 
sessions on the back-end, thus allowing (through the sharing of this information) climate scientists to: (i) resume 
sessions from different client locations, (ii) perform collaborative experiments, (iii) re-use partial/final results across 
experiments, (iv) re-produce past experiments, etc. Finally, server-side approaches will also require a strong effort on 
interoperability and standard interfaces in order to build highly interoperable tools and environments for climate data 
analysis. In this regard, both the Research Data Alliance (RDA) and ESGF are already working on these topics at 
different levels with valuable contributions on big data analytics, array-databases, persistent identifiers, standard 
interfaces for server-side processing, etc.   
 
A real case study on multi-model ensemble climate data analysis 
In the context of the EU H2020 INDIGO-DataCloud project10,11, a use case on climate models intercomparison data 
analysis is being implemented to address multiple classes of data analysis (anomalies analysis, trend analysis, and 
climate change signal analysis). In particular, as opposed to the current scenario based on the three-step workflow 
(search & discovery, data download, and client-based sequential data analysis), the INDIGO-DataCloud architectural 
solutions aim at providing a dynamic approach relying on server-side and high performance big data frameworks jointly 
with two-level workflow management systems realized at the PaaS level via a Cloud infrastructure.  
Such a solution is the result of a strong requirements analysis carried out in the first months of the project that can be 
summarized in the following key points: efficiency, flexibility, interoperability, easy-to-use environment, and end-to-
end analytics support.  
The three classes of experiments are strongly related to multi-model ensemble analysis and require the access to one or 
more (distributed) data repositories (e.g. managed by ESGF data nodes), as well as running complex analytics 
workflows with multiple operators. Such workflows are being designed jointly with climate scientists to fully address 
the scientific challenges. Workflows also include the execution of already existing tools widely adopted by the 
community for data processing and visualization. 
Worth of mentioning in the proposed use case, is the two-level workflow strategy based on Kepler12  (Workflow 
management system - WfMS) and Ophidia13 (big data analytics framework for climate change) which allows running 
geographically distributed, scientific data analysis workflows, like the ones implemented in the proposed use case. The 
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two-level strategy joins the main benefits of a coarse-grain approach for multi-site tasks orchestration with a fine-grain 
one specifically designed for data analytics experiments14. More specifically: 
a) the Kepler general-purpose workflow management system is exploited in this use case to orchestrate multi-site tasks 
(level 1) related to the multi-model, ensemble part of the experiment; 
b) the Ophidia framework is adopted at the single-site level to orchestrate the site-specific analytics workflow (level 2), 
related to the single-model parts of the experiment. Such workflow will run on multiple sites and will include tens of 
data processing, analysis, and visualization operators in Ophida, while acting at the same time as a single level-1 task in 
Kepler. 
A geographically distributed testbed involving three ESGF sites (LLNL, ORNL and CMCC) represents the test 
environment for the proposed solution that is being applied on CMIP5 datasets. Through the INDIGO-DataCloud PaaS 
software stack, the Ophidia clusters and the Kepler WfMS can be instantiated and deployed on-demand on the testbed 
sites using standard Cloud interfaces. This results in the availability of dynamically distributed interactive and batch 
scenarios interoperating with existing ESGF tools and supporting optimization of the various classes of data analysis, 
performed via the integration of data and compute resources and proper exploitation of data locality. Preliminary results 
are already available on the initial prototype, while a full test case implementation will be available during Summer 
2016. 
 
Related initiatives and projects 
Some relevant related initiatives and projects strongly linked to the case study presented in this work, and that are 
expected to provide valuable feedback, are: (i) the Center of Excellence on Weather and Climate Simulations in Europe 
(ESiWACE15) that aims at addressing, among the others, optimizations at the storage level and end-to-end workflow 
support through a co-design based approach and (ii) the European Extreme Data & Computing Initiative (EXDCI16) 
whose objective is to coordinate the development and implementation of a common strategy for the European HPC 
Ecosystem joining the expertise of the two most significant HPC bodies in Europe, PRACE17 and ETP4HPC18.  
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